

    
      
          
            
  
Welcome to skope_rules’ documentation!

This project can be useful to anyone who wishes to do supervised
classification under interpretability constraints: explicit logical
rules have to be used for classifying data.
This project is particularly suitable for supervised anomaly detection,
i.e. imbalanced classification.
Application domains include fraud detection, predictive
maintenance, intrusion detection, churn detection…

This project comes with a skrules module which contains a single
estimator with unit tests, along with examples and benchmarks.




	API Documentation

	General examples











See the README [https://github.com/skope-rules/skope-rules/blob/master/README.md]
for more information.
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General examples

Introductory examples.


[image: ../_images/sphx_glr_plot_skope_rules_thumb.png]
SkopeRules example








[image: ../_images/sphx_glr_plot_credit_default_thumb.png]
Example: detecting defaults on retail credits










Download all examples in Python source code: auto_examples_python.zip




Download all examples in Jupyter notebooks: auto_examples_jupyter.zip
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SkopeRules example

An example using SkopeRules for imbalanced classification.

SkopeRules find logical rules with high precision and fuse them. Finding good
rules is done by fitting classification and regression trees to sub-samples.
A fitted tree defines a set of rules (each tree node defines a rule); rules
are then tested out of the bag, and the ones with higher precision are selected
and merged. This produces a real-valued decision function, reflecting for
each new sample how many rules (each weighted by respective precision) have
found it abnormal.

import numpy as np
import matplotlib.pyplot as plt
from skrules import SkopeRules
print(__doc__)

rng = np.random.RandomState(42)

n_inliers = 1000
n_outliers = 50

# Generate train data
I = 0.5 * rng.randn(int(n_inliers / 2), 2)
X_inliers = np.r_[I + 2, I - 2]
O = 0.5 * rng.randn(n_outliers, 2)
X_outliers = O  # np.r_[O, O + [2, -2]]
X_train = np.r_[X_inliers, X_outliers]
y_train = [0] * n_inliers + [1] * n_outliers






Training the SkopeRules classifier

# fit the model
clf = SkopeRules(random_state=rng, n_estimators=10)
clf.fit(X_train, y_train)

# plot the line, the samples, and the nearest vectors to the plane
xx, yy = np.meshgrid(np.linspace(-5, 5, 50), np.linspace(-5, 5, 50))
Z = clf.decision_function(np.c_[xx.ravel(), yy.ravel()])
Z = Z.reshape(xx.shape)

plt.title("Skope Rules, value of the decision_function method")
plt.contourf(xx, yy, Z, cmap=plt.cm.Blues)

a = plt.scatter(X_inliers[:, 0], X_inliers[:, 1], c='white',
                s=20, edgecolor='k')
b = plt.scatter(X_outliers[:, 0], X_outliers[:, 1], c='red',
                s=20, edgecolor='k')
plt.axis('tight')
plt.xlim((-5, 5))
plt.ylim((-5, 5))
plt.legend([a, b],
           ["inliers", "outliers"],
           loc="upper left")
plt.show()





[image: ../_images/sphx_glr_plot_skope_rules_001.png]



Extracting top rules

On the 4 following figures, the predict_top_rules method is used with
several values of n_rules. n_rules = 2 means that the prediction is
done using only the 2 best rules.

print('The 4 most precise rules are the following:')
for rule in clf.rules_[:4]:
    print(rule[0])

fig, axes = plt.subplots(2, 2, figsize=(12, 5),
                         sharex=True, sharey=True)
for i_ax, ax in enumerate(np.ravel(axes)):
    Z = clf.predict_top_rules(np.c_[xx.ravel(), yy.ravel()], i_ax+1)
    Z = Z.reshape(xx.shape)
    ax.set_title("Prediction with predict_top_rules, n_rules="+str(i_ax+1))
    ax.contourf(xx, yy, Z, cmap=plt.cm.Blues)

    a = ax.scatter(X_inliers[:, 0], X_inliers[:, 1], c='white',
                   s=20, edgecolor='k')
    b = ax.scatter(X_outliers[:, 0], X_outliers[:, 1], c='red',
                   s=20, edgecolor='k')
    ax.axis('tight')
plt.xlim((-5, 5))
plt.ylim((-5, 5))
plt.legend([a, b],
           ["inliers", "outliers"],
           loc="upper left")
plt.show()





[image: ../_images/sphx_glr_plot_skope_rules_002.png]
Out:

The 4 most precise rules are the following:
c0 <= 1.15681171417 and c0 > -0.680330395699 and c1 <= 1.08434700966
c0 > -0.841694712639 and c1 <= 0.687212407589 and c1 > -1.21965646744
c0 <= 1.03912234306 and c0 > -0.663101434708 and c1 <= 1.27947068214
c0 > -0.841694712639 and c1 <= 0.687212407589 and c1 > -1.43224191666





Total running time of the script: ( 0 minutes  1.548 seconds)



Download Python source code: plot_skope_rules.py




Download Jupyter notebook: plot_skope_rules.ipynb
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Example: detecting defaults on retail credits

SkopeRules finds logical rules with high precision and fuse them. Finding
good rules is done by fitting classification and regression trees
to sub-samples.
A fitted tree defines a set of rules (each tree node defines a rule); rules
are then tested out of the bag, and the ones with higher precision are kept.

This example aims at finding logical rules to predict credit defaults. The
analysis shows that setting.


Data import and preparation

There are 3 categorical variables (SEX, EDUCATION and MARRIAGE) and 20
numerical variables.
The target (credit defaults) is transformed in a binary variable with
integers 0 (no default) and 1 (default).
From the 30000 credits, 50% are used for training and 50% are used
for testing. The target is unbalanced with a 22%/78% ratio.

import numpy as np
import pandas as pd
import matplotlib.pyplot as plt
from sklearn.metrics import roc_curve, precision_recall_curve
from sklearn.ensemble import RandomForestClassifier
from sklearn.model_selection import GridSearchCV
from sklearn.utils import shuffle
from skrules import SkopeRules
from skrules.datasets import load_credit_data

print(__doc__)

rng = np.random.RandomState(1)

# Importing data
dataset = load_credit_data()
X = dataset.data
y = dataset.target
# Shuffling data, preparing target and variables
data, y = shuffle(np.array(X), y, random_state=rng)
data = pd.DataFrame(data, columns=X.columns)

for col in ['ID']:
    del data[col]

# Quick feature engineering
data = data.rename(columns={"PAY_0": "PAY_1"})
old_PAY = ['PAY_3', 'PAY_4', 'PAY_5', 'PAY_6']
data['PAY_old_mean'] = data[old_PAY].apply(lambda x: np.mean(x), axis=1)

old_BILL_AMT = ['BILL_AMT3', 'BILL_AMT4', 'BILL_AMT5', 'BILL_AMT6']
data['BILL_AMT_old_mean'] = data[old_BILL_AMT].apply(
    lambda x: np.mean(x), axis=1)
data['BILL_AMT_old_std'] = data[old_BILL_AMT].apply(
    lambda x: np.std(x),
    axis=1)

old_PAY_AMT = ['PAY_AMT3', 'PAY_AMT4', 'PAY_AMT5', 'PAY_AMT6']
data['PAY_AMT_old_mean'] = data[old_PAY_AMT].apply(
    lambda x: np.mean(x), axis=1)
data['PAY_AMT_old_std'] = data[old_PAY_AMT].apply(
    lambda x: np.std(x), axis=1)

data.drop(old_PAY_AMT + old_BILL_AMT + old_PAY, axis=1, inplace=True)

# Creating the train/test split
feature_names = list(data.columns)
print("List of variables used to train models : " + str(feature_names))
data = data.values
n_samples = data.shape[0]
n_samples_train = int(n_samples / 2)
y_train = y[:n_samples_train]
y_test = y[n_samples_train:]
X_train = data[:n_samples_train]
X_test = data[n_samples_train:]





Out:

List of variables used to train models : [u'LIMIT_BAL', u'SEX', u'EDUCATION', u'MARRIAGE', u'AGE', 'PAY_1', u'PAY_2', u'BILL_AMT1', u'BILL_AMT2', u'PAY_AMT1', u'PAY_AMT2', 'PAY_old_mean', 'BILL_AMT_old_mean', 'BILL_AMT_old_std', 'PAY_AMT_old_mean', 'PAY_AMT_old_std']








Benchmark with a Random Forest classifier

This part shows the training and performance evaluation of a random forest
model. The objective remains to extract rules which targets credit defaults.

rf = GridSearchCV(
    RandomForestClassifier(
        random_state=rng,
        n_estimators=50,
        class_weight='balanced'),
    param_grid={'max_depth': range(3, 8, 1),
                'max_features': np.linspace(0.1, 1., 5)},
    scoring={'AUC': 'roc_auc'}, cv=5,
    refit='AUC', n_jobs=-1)

rf.fit(X_train, y_train)
scoring_rf = rf.predict_proba(X_test)[:, 1]

print("Random Forest selected parameters : %s" % rf.best_params_)

# Plot ROC and PR curves

fig, axes = plt.subplots(1, 2, figsize=(12, 5),
                         sharex=True, sharey=True)

ax = axes[0]
fpr_RF, tpr_RF, _ = roc_curve(y_test, scoring_rf)
ax.step(fpr_RF, tpr_RF, linestyle='-.', c='g', lw=1, where='post')
ax.set_title("ROC", fontsize=20)
ax.legend(loc='upper center', fontsize=8)
ax.set_xlabel('False Positive Rate', fontsize=18)
ax.set_ylabel('True Positive Rate (Recall)', fontsize=18)

ax = axes[1]
precision_RF, recall_RF, _ = precision_recall_curve(y_test, scoring_rf)
ax.step(recall_RF, precision_RF, linestyle='-.', c='g', lw=1, where='post')
ax.set_title("Precision-Recall", fontsize=20)
ax.set_xlabel('Recall (True Positive Rate)', fontsize=18)
ax.set_ylabel('Precision', fontsize=18)
plt.show()





[image: ../_images/sphx_glr_plot_credit_default_001.png]
Out:

Random Forest selected parameters : {'max_features': 0.55, 'max_depth': 7}





The ROC and Precision-Recall curves illustrate the performance of Random
Forests in this classification task.
Suppose now that we add an interpretability contraint to this setting:
Typically, we want to express our model in terms of logical rules detecting
defaults. A random forest could be expressed in term of weighted sum of
rules, but 1) such a large weighted sum, is hardly interpretable and 2)
simplifying it by removing rules/weights is not easy, as optimality is
targeted by the ensemble of weighted rules, not by each rule.
In the following section, we show how SkopeRules can be used to produce
a number of rules, each seeking for high precision on a potentially small
area of detection (low recall).




Getting rules with skrules

This part shows how SkopeRules can be fitted to detect credit defaults.
Performances are compared with the random forest model previously trained.

# fit the model

clf = SkopeRules(
    max_depth_duplication=3, max_depth=3, max_features=0.5,
    max_samples_features=0.5, random_state=rng, n_estimators=20,
    feature_names=feature_names, recall_min=0.04, precision_min=0.6)
clf.fit(X_train, y_train)

# in the score_top_rules method, a score of k means that rule number k
# vote positively, but not rules 1, ..., k-1. It will allow us to plot
# performance of each rule separately on the ROC and PR plots.
scoring = clf.score_top_rules(X_test)

print(str(len(clf.rules_)) + ' rules have been built.')
print('The 5 most precise rules are the following:')
for rule in clf.rules_[:5]:
    print(rule[0])

curves = [roc_curve, precision_recall_curve]
xlabels = ['False Positive Rate', 'Recall (True Positive Rate)']
ylabels = ['True Positive Rate (Recall)', 'Precision']


fig, axes = plt.subplots(1, 2, figsize=(12, 5),
                         sharex=True, sharey=True)

ax = axes[0]
fpr, tpr, _ = roc_curve(y_test, scoring)
fpr_rf, tpr_rf, _ = roc_curve(y_test, scoring_rf)
ax.scatter(fpr[:-1], tpr[:-1], c='b', s=10, label="rules of SkopeRules")
ax.step(fpr_RF, tpr_RF, linestyle='-.', c='g', lw=1, where='post',
        label="Random Forest")
ax.set_title("ROC", fontsize=20)
ax.legend(loc='upper center', fontsize=8)
ax.set_xlabel('False Positive Rate', fontsize=18)
ax.set_ylabel('True Positive Rate (Recall)', fontsize=18)

ax = axes[1]
precision, recall, _ = precision_recall_curve(y_test, scoring)
precision_rf, recall_rf, _ = precision_recall_curve(y_test, scoring_rf)
ax.scatter(recall[1:-1], precision[1:-1], c='b', s=10,
           label="rules of SkopeRules")
ax.step(recall_RF, precision_RF, linestyle='-.', c='g', lw=1, where='post',
        label="Random Forest")
ax.set_title("Precision-Recall", fontsize=20)
ax.set_xlabel('Recall (True Positive Rate)', fontsize=18)
ax.set_ylabel('Precision', fontsize=18)
plt.show()





[image: ../_images/sphx_glr_plot_credit_default_002.png]
Out:

12 rules have been built.
The 5 most precise rules are the following:
BILL_AMT2 > 517.5 and PAY_1 > 1.5 and PAY_AMT_old_std <= 2563.13525391
BILL_AMT_old_std <= 9353.94921875 and PAY_1 > 1.5 and PAY_2 > -0.5
PAY_2 > 1.5 and PAY_AMT_old_mean <= 12955.75 and PAY_old_mean > 0.625
BILL_AMT2 > 1870.0 and PAY_2 > 1.5 and PAY_AMT_old_mean <= 2525.375
BILL_AMT1 > 410.0 and PAY_1 > 1.5 and PAY_old_mean > 0.125





The ROC and Precision-Recall curves show the performance of the rules
generated by SkopeRules the (the blue points) and the performance of the
Random Forest classifier fitted above.
Each blue point represents the performance of a set of rules: Starting from
the left on the precision-recall cruve, the kth point
represents the score associated to the concatenation (union) of the k first
rules, etc. Thus, each blue point is associated with an interpretable
classifier, which is a combination of a few rules.
In terms of performance, each of these interpretable classifiers compare well
with Random Forest, while offering complete interpretation.
The range of recall and precision can be controlled by the precision_min and
recall_min parameters. Here, setting precision_min to 0.6 force the rules to
have a limited recall.

Total running time of the script: ( 1 minutes  53.372 seconds)



Download Python source code: plot_credit_default.py




Download Jupyter notebook: plot_credit_default.ipynb
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SkopeRules

The documentation of the SkopeRules module.


	
class skrules.skope_rules.SkopeRules(feature_names=None, precision_min=0.5, recall_min=0.01, n_estimators=10, max_samples=0.8, max_samples_features=1.0, bootstrap=False, bootstrap_features=False, max_depth=3, max_depth_duplication=None, max_features=1.0, min_samples_split=2, n_jobs=1, random_state=None, verbose=0)

	An easy-interpretable classifier optimizing simple logical rules.


	Parameters

	feature_names : list of str, optional


The names of each feature to be used for returning rules in string
format.




precision_min : float, optional (default=0.5)


The minimal precision of a rule to be selected.




recall_min : float, optional (default=0.01)


The minimal recall of a rule to be selected.




n_estimators : int, optional (default=10)


The number of base estimators (rules) to use for prediction. More are
built before selection. All are available in the estimators_ attribute.




max_samples : int or float, optional (default=.8)


The number of samples to draw from X to train each decision tree, from
which rules are generated and selected.



	If int, then draw max_samples samples.


	If float, then draw max_samples * X.shape[0] samples.







If max_samples is larger than the number of samples provided,
all samples will be used for all trees (no sampling).




max_samples_features : int or float, optional (default=1.0)


The number of features to draw from X to train each decision tree, from
which rules are generated and selected.



	If int, then draw max_features features.


	If float, then draw max_features * X.shape[1] features.










bootstrap : boolean, optional (default=False)


Whether samples are drawn with replacement.




bootstrap_features : boolean, optional (default=False)


Whether features are drawn with replacement.




max_depth : integer or List or None, optional (default=3)


The maximum depth of the decision trees. If None, then nodes are
expanded until all leaves are pure or until all leaves contain less
than min_samples_split samples.
If an iterable is passed, you will train n_estimators
for each tree depth. It allows you to create and compare
rules of different length.




max_depth_duplication : integer, optional (default=None)


The maximum depth of the decision tree for rule deduplication,
if None then no deduplication occurs.




max_features : int, float, string or None, optional (default=”auto”)


The number of features considered (by each decision tree) when looking
for the best split:


	If int, then consider max_features features at each split.


	If float, then max_features is a percentage and
int(max_features * n_features) features are considered at each
split.


	If “auto”, then max_features=sqrt(n_features).


	If “sqrt”, then max_features=sqrt(n_features) (same as “auto”).


	If “log2”, then max_features=log2(n_features).


	If None, then max_features=n_features.




Note: the search for a split does not stop until at least one
valid partition of the node samples is found, even if it requires to
effectively inspect more than max_features features.




min_samples_split : int, float, optional (default=2)


The minimum number of samples required to split an internal node for
each decision tree.



	If int, then consider min_samples_split as the minimum number.


	If float, then min_samples_split is a percentage and
ceil(min_samples_split * n_samples) are the minimum
number of samples for each split.










n_jobs : integer, optional (default=1)


The number of jobs to run in parallel for both fit and predict.
If -1, then the number of jobs is set to the number of cores.




random_state : int, RandomState instance or None, optional



	If int, random_state is the seed used by the random number generator.


	If RandomState instance, random_state is the random number generator.


	If None, the random number generator is the RandomState instance used




by np.random.




verbose : int, optional (default=0)


Controls the verbosity of the tree building process.








Attributes







	rules_

	(dict of tuples (rule, precision, recall, nb).) The collection of n_estimators rules used in the predict method. The rules are generated by fitted sub-estimators (decision trees). Each rule satisfies recall_min and precision_min conditions. The selection is done according to OOB precisions.



	estimators_

	(list of DecisionTreeClassifier) The collection of fitted sub-estimators used to generate candidate rules.



	estimators_samples_

	(list of arrays) The subset of drawn samples (i.e., the in-bag samples) for each base estimator.



	estimators_features_

	(list of arrays) The subset of drawn features for each base estimator.



	max_samples_

	(integer) The actual number of samples



	n_features_

	(integer) The number of features when fit is performed.



	classes_

	(array, shape (n_classes,)) The classes labels.






Methods


	
decision_function(X)

	Average anomaly score of X of the base classifiers (rules).

The anomaly score of an input sample is computed as
the weighted sum of the binary rules outputs, the weight being
the respective precision of each rule.


	Parameters

	X : array-like, shape (n_samples, n_features)


The training input samples.






	Returns

	scores : array, shape (n_samples,)


The anomaly score of the input samples.
The higher, the more abnormal. Positive scores represent outliers,
null scores represent inliers.













	
fit(X, y, sample_weight=None)

	Fit the model according to the given training data.


	Parameters

	X : array-like, shape (n_samples, n_features)


Training vector, where n_samples is the number of samples and
n_features is the number of features.




y : array-like, shape (n_samples,)


Target vector relative to X. Has to follow the convention 0 for
normal data, 1 for anomalies.




sample_weight : array-like, shape (n_samples,) optional


Array of weights that are assigned to individual samples, typically
the amount in case of transactions data. Used to grow regression
trees producing further rules to be tested.
If not provided, then each sample is given unit weight.






	Returns

	self : object


Returns self.













	
predict(X)

	Predict if a particular sample is an outlier or not.


	Parameters

	X : array-like, shape (n_samples, n_features)


The input samples. Internally, it will be converted to
dtype=np.float32






	Returns

	is_outlier : array, shape (n_samples,)


For each observations, tells whether or not (1 or 0) it should
be considered as an outlier according to the selected rules.













	
predict_top_rules(X, n_rules)

	Predict if a particular sample is an outlier or not,
using the n_rules most performing rules.


	Parameters

	X : array-like, shape (n_samples, n_features)


The input samples. Internally, it will be converted to
dtype=np.float32




n_rules : int


The number of rules used for the prediction. If one of the
n_rules most performing rules is activated, the prediction
is equal to 1.






	Returns

	is_outlier : array, shape (n_samples,)


For each observations, tells whether or not (1 or 0) it should
be considered as an outlier according to the selected rules.













	
rules_vote(X)

	Score representing a vote of the base classifiers (rules).

The score of an input sample is computed as the sum of the binary
rules outputs: a score of k means than k rules have voted positively.


	Parameters

	X : array-like, shape (n_samples, n_features)


The training input samples.






	Returns

	scores : array, shape (n_samples,)


The score of the input samples.
The higher, the more abnormal. Positive scores represent outliers,
null scores represent inliers.













	
score_top_rules(X)

	Score representing an ordering between the base classifiers (rules).

The score is high when the instance is detected by a performing rule.
If there are n rules, ordered by increasing OOB precision, a score of k
means than the kth rule has voted positively, but not the (k-1) first
rules.


	Parameters

	X : array-like, shape (n_samples, n_features)


The training input samples.






	Returns

	scores : array, shape (n_samples,)


The score of the input samples.
Positive scores represent outliers, null scores represent inliers.
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